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Abstract: Deep Neural Networks (DNNs) have demonstrated strong predictive
performance in many domains, yet their adoption in credit scoring is limited due to concerns
about interpretability and reliability. This study examines how a DNN behaves when trained
on a rigorously preprocessed, high-dimensional financial dataset (839 features; 256k
samples). Using SHAP, diagnostic rule sweeps, and a comparison with XGBoost, we show
that the DNN internalizes smooth, continuous structures in the data that make post-hoc rule
corrections largely unnecessary. In contrast, XGBoost benefits from rule-based diagnostics
because of its discrete threshold behavior. Results also reveal that the effectiveness of
interpretability techniques depends on preserving systemic feature relationships during
preprocessing. The findings unify DNN interpretation with system-theoretic reasoning: the
tabular dataset behaves as an interconnected financial system rather than a collection of
isolated variables, and the DNN'’s learned representation reflects this structure. This
positions DNNs as credible, interpretable tools for credit risk modeling when supported by
system-aware analysis.
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1. Introduction

The use of machine learning in credit scoring has expanded rapidly, yet deep neural
networks remain underutilized relative to tree-based models. Several factors contribute to
this gap: regulatory emphasis on interpretability, risk of hidden leakage in preprocessing
pipelines, and the inherent complexity of tabular financial data [1], [2].

In prior work, we compared Logistic Regression, Decision Trees, XGBoost, and DNNs under
different preprocessing pipelines and found that model performance varied significantly
depending on how missing values, correlated features, and system flags were handled. After
considering the results, we made informed decision to use simple imputation
method.redesigning the pipeline (PHD1), we observed a striking outcome:

Once preprocessing was rigorous, DNN performance improved sharply (AUC = 0.987)
and rule-based corrections for misclassification became largely unnecessary.

This study focuses on understanding “why” this occurred.Specifically, it addresses three
research questions:
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1. How does a DNN behave under a strict, leakage-free tabular preprocessing
pipeline?

2. What do SHAP and rule-diagnostic methods reveal about the decision
boundaries?

3. How does the dataset’s systemic structure influence DNN learning?

These insights are valuable for both researchers and practitioners aiming to deploy neural
models responsibly in financial contexts. All the considerations were being statistically
tested.

2. Related Work
2.1 DNNs on Tabular Data

Recent studies suggest that DNNs often underperform relative to gradient boosting
methods on tabular datasets unless the feature space contains meaningful high-order
interactions, is sufficiently high-dimensional, or is enriched using embeddings [3], [4]. We
wanted to demonstrate the potential of deep learning in tabular data scenario [5] Our dataset
satisfies these preconditions: 839 structured financial variables, many strongly correlated.

2.2 Explainability and Rule Diagnostics

SHAP has become a leading method for interpreting black-box models [6]. Rule-
based overlays, such as counterfactual rules or threshold alerts, have been proposed as
intuitive supplements for financial risk applications [7].

2.3 Systems Perspective

Systems theory emphasizes the interdependence of measurable signals in economic
and financial environments [8]. In credit risk, variables often form clusters—income,
expenditures, liabilities, exposure—behaving like subsystems rather than independent
predictors.

Our findings suggest that the DNN leverages exactly these systemic interactions.

3. Data and Preprocessing (PHD1 Pipeline)
31 Dataset
. 256,365 anonymized customer records
. 1,052 original numeric features
. 839 retained after cleaning
. Target variable y, represents creditworthiness (1 = good, 0 = risky)

3.2 Removing Leakage
Critical leakage controls included:
. Removing all system-generated features (prefix s_)
. Performing the train-test split first
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. Fitting imputation and scaling only on training data
. Dropping features with >95% missingness
. Eliminating perfectly correlated pairs (|p| = 1)

Earlier pipelines applied transformations to the full dataset before splitting, which
inflated performance artificially. Because inadvertent usage of datasets with leaks has a
negative impact on the quality of the evaluation [9]. See Figure1.
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Figure 1. Correlation table of earlier leakage-stages where s_8 and s_11 ( system flags)
show very high correlation toy_1 (target)

3.3 Imputation Strategy
Median imputation was chosen over iterative imputation due to:
. Distribution preservation
. Computational efficiency
. Stability in high-dimensional sparse settings [10]

From a system perspective, the median maintains the monotonic structure of financial
variables, preserving interaction patterns for the DNN. Median also helps to average the
values to smooth out the deviations and keep only trends.

4. DNN Architecture and Training
The DNN used in this study follows a moderate-depth architecture:
. Input: 839 standardized features
. Hidden layers: 64 — 32 — 16, ReLU activation
. Regularization: dropout (0.2), early stopping
. Optimizer: Adam, learning-rate decay
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. Training epochs: up to 60

. Batch size: 2,048

Performance on the test set:

. AUC-ROC =0.9870

. Youden J threshold: 0.3707

. Strong calibration and stable convergence

These results exceeded earlier DNN experiments using 30- and 50-feature subsets
(AUC 0.96-0.97).

5. SHAP Analysis of the DNN
51 Global Feature Importance

Top DNN features primarily overlapped with top XGBoost features (x_894, x 887,
x_911, x_910, x_876), providing strong cross-model consistency. In comparison XGB top
five features are (X_911, x_885, x_905, x_910, x_876) in decreasing order.

This confirms:

. The DNN and XGBoost learn from similar underlying structures.
. These features represent systemic signals rather than isolated predictive
variables.

In other words XGBoost handles descrete thresholds and dominant features. While
the DNN exposed more smoother continuous patterns, where the importance is spread
across more features.But both models are sensitive to the same latent group.

5.2 Beeswarm and Bar Plots
SHAP beeswarm plots revealed:

. Smooth, monotonic relationships (no sharp breaks).
. Gradual slopes that match the continuous nature of credit indicators.
. No pathological oscillations, which indicates stable model behavior.

5.3 Dependence Plots
Dependence plots for the top 5 features showed:

. No clear thresholds useful for hard rules (unlike XGBoost).
. Smooth transitions between risk levels.
. Interactions that span multiple feature clusters.

This explains why rule rescue for DNNs fails—there are no discrete splits to exploit.
See Figure 2 ,Figure 3, Figure 4, Figure 5 and Figure 6.
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Figure 6. Shap dependence x_894

6. Rule-Based Diagnostics on DNN Predictions
6.1 Rule Candidate Extraction

To investigate whether false negatives could be corrected through simple rule
overlays, we first identified the top SHAP-ranked features from the DNN model. For each of
these features, candidate thresholds were scanned across their empirical distributions, and
each potential rule was evaluated based on its ability to selectively “rescue” false negatives
without inflating false positives. This produced an interpretable set of candidate alert rules
analogous to those used successfully in earlier XGBoost experiments.

6.2 Sweep Results
The rule sweep tested:
. AND vs OR combinations
. Percentile tightening: 90th — 99th percentile
. Rule count: single vs dual thresholds

Key finding: No configuration improved DNN recall without significantly
harming precision.

This is in sharp contrast to XGBoost, where:
. Rules such as x_894 > threshold
. rescued specific clusters of false negatives.
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6.3 Interpretation

This contrast can be attributed to the fundamentally different geometries learned by
the models.
XGBoost partitions the feature space into hard, axis-aligned regions defined by tree
splits. Misclassified instances tend to accumulate near these abrupt decision boundaries,
which makes local threshold-based corrections effective.

The DNN, in contrast, forms a smooth, continuous manifold in the high-
dimensional credit feature space. Its misclassifications are not concentrated around
specific stepwise cuts but are instead dispersed across broad transitional regions. Without
sharp boundaries, there are no interpretable “rescue zones” that simple rules could target.

This is a central interpretative insight: rule-based overlays are structurally
compatible with tree models but not with neural networks that internalize continuous
relationships.

7. System Interpretation of DNN Behavior
71 Tabular Credit Data Behaves Like a System

Observed correlations (e.g., |p| > 0.95 across dozens of pairs) indicate a system-like
structure:

. variables cluster into meaningful financial subsystems,
. removing these clusters reduces signal quality,
. DNNs exploit these clusters efficiently.

The improved results of the PHD1 pipeline validate this interpretation.
7.2 DNN Internalization of Systemic Interactions

SHAP analyses reveal that the DNN distributes importance across correlated
variables rather than relying heavily on any single threshold or isolated feature.
The model learns representations of subsystem interactions, forming smooth decision
surfaces that reflect the wunderlying financial relationships in the data.
Interestingly, performance increased when the model was allowed to use the full 839-
feature space, in contrast to earlier top-30 and top-50 variable subsets—supporting the
interpretation that the DNN thrives when systemic redundancy is preserved. .See Figure 7
and Figure 8.

7.3 Mediation of Interactions
High-dimensional redundancy helps DNNs build robust internal embeddings:

. correlated variables provide multiple signals,
. missingness is absorbed by median imputation without distortion,
. the DNN'’s geometry remains stable.
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8. Discussion

8.1 Why the Final Pipeline Outperformed Earlier Versions
. Better missing-value handling preserved interactions.
. Avoiding leakage prevented inflated performance.
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. Removing top-30/top-50 bottlenecks allowed the DNN to exploit redundancy.
. System-aware thinking improved the understanding of model behavior.
8.2 Practical Impact

For practitioners:

. DNNs become competitive when preprocessing is rigorous.

. Rule-based diagnostics remain valuable—even if not performance-
enhancing—for explaining edge cases.

. SHAP is indispensable for mapping learned subsystem behavior.

Probability calibration curves further illustrate the difference between the DNN and
XGBoost models. The DNN exhibits a tightly aligned calibration curve, indicating that its
predicted probabilities correspond closely to empirical outcome frequencies. This high-
quality calibration suggests that the DNN’s internal representation of systemic relationships
produces not only accurate classifications but also reliable risk scores. In contrast, XGBoost
shows mild overconfidence in the upper probability range, a known behavior of boosting
ensembles. These findings support the DNN'’s suitability for real-world credit scoring, where
calibrated probabilities are essential for decision-making thresholds, loss forecasting, and
regulatory compliance.

8.3 Limitations

. Features are anonymized; interpretation is structural rather than semantic.

. System inference is statistical, not causal.

. Further work is needed on counterfactuals and adversarial stress testing.
9. Conclusion

This paper demonstrated that:

1. DNNs achieve high performance in credit scoring when fed the full systemic
feature space.

2. Post-hoc rule systems fail to improve DNNs because they learn continuous,
smooth boundaries.

3. SHAP provides a bridge between statistical modeling and system
interpretation.

4. System-aware preprocessing—not algorithm choice—drives robustness.

This positions DNNs as viable credit-risk models when supported by principled
preprocessing, interpretability, and systemic thinking.
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